caBIG Workspace Developer Project Form

Developers, please complete this form in advance of the caBIG kickoff meeting and return by e-mail to adamsm@mail.nih.gov.  Completed forms will be made available to all participants in advance of the meeting to enhance workspace discussions.  During our conversations with you, we expressed the aspect of your program that we would like you to develop in the first year of the caBIG pilot; it is this we are asking you to address  - here and in your presentation.

Sponsoring Cancer Center

Centers for Pathology and Oncology Informatics

University of Pittsburgh Cancer Institute (UPCI)
Workspace

Tissue Bank and Pathology Tools

Project or Activity

Automated Tissue Sample Annotation, Query and Display (Organ Specific Databases - OSD)


Workspace needs the project meets

The project meets needs at three levels – and may be considered three different, related projects. The exact project to be done will depend on the needs/interests of the adopter sites.

· The establishment of basic systems to support “Best Practices” tissue banking. Including universal consent, sample inventory including bar coding and reporting, manual sample annotation using local Data Elements and web based query and display of tissue data using local Data Elements. This will also include systems for HIPPA de-identification and UMLS coding of free text. These systems are in production at UPMC and at 15 collaborating institutions.

· The sharing of data and applications throughout CaBIG. This will be done by “hardening” of these basic systems through:

· Establishment of a set of common data elements for tissue banking/pathology to include inventory, processing, pathology, clinical outcomes and research data. 

· Establishment of a registry of common data elements that can enforce standards on applications. The Registry is designed to manage CDE and support sharing of data and applications. 

· Establishment of a mapping tool to map local DE to CaBIG CDE as well as a query and display mechanism for all CaBIG institutions. 

These systems are in production and beta use at UPMC, however, they will have to be significantly modified – with input of the CDE committee.

· The establishment of automated tissue annotation by allowing clinical systems (such as the AP-LIS, CP-LIS, Cancer Registry, Whole Slide Imaging Systems and Major Research Labs) to provide tissue annotation data directly to the tissue bank. Aggregation and mapping tools are available in production and beta use at UPMC, however, widespread use would require careful local implementation. This would include automated text de-identification and coding software.

Stage of project maturity

Software is running in production at UPMC and at 15 collaborating institutions (through a series of State of Pennslyvania, NCI and AHRQ initiatives). See section 4, above.
System Design

The OSD is a multi-tiered Java application implemented in Oracle 9i on a Sun Solaris Unix Server. Web based operations require Oracle Apache Services and http services running on the server. It can also run through Java applications through servlets. 

· The first layer is the Schema Layer which holds the actual data and data relations. All data is stored in the form of numbers. 

· The second layer is the Meta Data Layer in which all data is defined in terms of groups, subgroups, element groups, data elements and valid values. Meta data is dependent on the real world application being supported (breast is different from prostate, tissue banking are different from patient safety applications). Data descriptions such as data attributes(), display attributes(), valid values(), DB Link(), validation rules() and documentation are supported in the meta-data 

· The third layer is a set of dynamic procedures/functions (largely written in PL/SQL or Java) which control data transformation at the back end. The procedures accommodate changes in the meta data dictionary layer and immediately reflect the changes in the user interface.

· The fourth layer are the application tools including meta-data dictionary building and mapping, administration, user management, data entry, case display, data query/viewer, etc. Depending on the domain (prostate, breast, etc) these applications will appear different. The appearance is driven by the meta-data.

· Connections to operational systems are through database gateways and report parsing.

· Role based security is included in the system which is hosted in a hardened clinical data center

Component Details

The OSD provides functionality in the follow component sets:

· Basic Tissue Banking Functionality

· Meta Data Management and Mapping

· Data Extraction from Clinical Systems (Automated Annotation)

Basic Tissue Banking Functionality: This is a set of components, build on the OSD system (see above), that allows a tissue bank to support “stand alone” operations (the use of local data elements and no interfaces with clinical systems). These components include:

· Consented Patient List: A set of patients and identifiers (at UPMC we use Name, DOB, SSN and AP-LIS number) managed by the tissue bank used to keep track of patients who have given “universal” consent for banking of unused clinical specimens and aggregation of clinical data for sample annotation. 

· Dead Patient List: A list of patients known to be deceased. This is no longer active at UPMC (currently provided through the Cancer Registry data feed).

· Infectious Patient List: A set of patients, maintained by the tissue bank, listing patients known to be infectious for HIV, HBV, HCV, etc.

· Tissue Bank Inventory System: An application allowing rapid accessioning, bar coding and storage of sample including the collection of “tissue banking” only information such as Warm Ischemic Time, Sample Stored, Storage Procedure, etc. It also supports information on freezers, technician, etc. System supports and documents movement of sample between freezers, tissue banks and laboratories across an institution. All transactions (sample movements) are logged. Detailed reports can be produced by organ, client, laboratory, IRB number, time period, etc. The system does not support clinical annotation (see below).

· Clinical Annotation: For each organ system, an administrator can use the OSD to define a set of data elements and relationships (including valid values, data entry rules and the way the elements are displayed on a form. These forms are then used for clinical annotation (demographics, exposures, progression, vital status, pathology, staging, tumor markers, etc.)

· Case Display: All data on a case (Patient or Accession) can be displayed on form created through the meta data dictionary.

· Summary Displays: Aggregate or Average data on an organ system can by generated in the procedure layer of OSD (see section “System Design” above). Unlike the creation of a form, this requires programming support as the procedures are written in Java or PL/SQL.

· Query Engine and Display: All data in a data sets (usually an organ type) can be queried through a click and point interface in which cases are selected by selecting data elements and valid values (ie: African American AND Age at Diagnosis 40 – 49 AND Gleason Score 7, 8 and 9.  The resultant data set can be examined in a series of default and user defined views (ie Demographics, Progression, Prostatectomy Data, Inventory, etc). Data can also be moved to Excel.

Meta data Management and Mapping: As discussed in the system design section (above), all applications (components) in OSD are driven from a Meta Data Dictionary. This allows data consistency across applications and allows domain experts to “create” applications with minimal programming. Furthermore, in all applications, uses can access metadata directly by clicking on the data element in question which displays the related meta data in a separate window. Key components of Meta Data Management include:

· Meta Data Dictionary which allows administrators to manipulate forms, displays and applications by changing / adding data elements or changing data elements (ie adding valid values). These changes are directly apparent in the base applications

· Meta Data Externalization: Users, through base applications, can view meta data by clicking or mousing over data elements. The relevant meta data is displayed in a separate window.

· Data extracted from clinical systems (ie AP-LIS or Cancer Registry) needs to be mapped to the “canonical” data element supported by the dictionary. This is now done through procedures. A goal of the caBIG project would be to formalize a mapping engine so that local data elements can be mapped to caBIG common data elements.

Automated Annotation - Extracting Data from Clinical Systems: A major component of the Tissue Bank Infrastructure at UPMC is automatic extraction of data from clinical systems to annotate tissue in the tissue bank. This is largely a data warehousing effort that will require local expertise and effort. The components include:

· Establishment of Database Gateways, Parsed Reports or Formal Interfaces (HL-7) to move data (usually in batch) from operational systems to the Tissue Bank System.

· Mechanisms to identify a patient (we use Name, SSN, DOB, AP-LIS number). 

· Compare patient to list of consented patients (One must have consent to aggregate clinical data if this aggregation is research only). Drop un-consented data.

· Aggregate data from a given patient across multiple systems.

· Validate data across systems

· Compress data if necessary. (Often the same data occurs in multiple systems)

· Map systems data to canonical (tissue banking) DE.

· Load data into the system.

Free Text De-identification: Free Text Reports is very important type of data that can probably be attacked in a general way.  Free Text Reports can be use for annotation if:

· They have be De-identified to HIPPA Safe Harbor: UPMC has software that has proven effective in this area especially in Pathology Reports. In particular the system has been:

· Approved by University of Pittsburgh IRB and UPMC Security office.

· Has been studied for effectiveness by pathologists

· ~ 3000 reports from across the 20 hospital UPMC network

· Reports from 2002, 2000, 1995, 1990, 1985

· Dilip Gupta, Melissa Saul and John Gilbertson. “Evaluation of a Deidentification (De-ID) Software Engine to Share Pathology Reports and Clinical Documents for Research”.  Am J Clin Pathology 2004; 121:176-186

· Not open source. License available from UPMC.

· De-id takes a pathology report (HL-7) and removed HIPPA safe harbor identifiers.

· De-ID uses a set of heuristics to identify the presence of any of the 18 HIPAA identifiers within the text. 

· Supplemental dictionaries of geographic locations, hospital names, and popular names found in the U.S. Census are also used to locate identifiable text.

· The UMLS Methatheasurus is utilized to ensure that words or phrases that may be medical terms containing proper names are preserved. 

· De-ID replaces the identifiable text with specific tags. Names found multiple times in the report are consistently replaced with the same tag to improve readability of the report .

· Dates are off-set, so that time periods are maintained.

Free Text UMLS Autocoding (SPIN): There is a NCI initiative to autocode pathology reports called SPIN (Shared Pathology Informatics Network). UPMC is a member of SPIN and can provide SPIN software to caBIG sites. Using this software, it may be possible to create an archive of coded pathology reports that link to paraffin (and frozen) archives.

· Beta System, Funded through the NCI Shared Pathology Informatics Network: 

· Modular Java application built with GATE – an open source architecture for language engineering – modules may be GATE processing resources, JAPE transducers or our own Java apps. Standard include UMLS, SPIN, CHIRPS, XML. Environment includes Jbuilder, GATE, CVS, WinCVS, Bugzilla

· Inputs de-identified free text pathology reports (we use a UPMC licensable component  - DeID)

· Tokenizer – tokenizes words, punctuation and spaces

· Section chunker breaks up document by section header (Clinical History, Gross Description, Final Diagnosis)

· UMLS Concept tagger – tags concepts using UMLS (RMI to KSS or local access to UMLS dist) – we can use either our own implementation of simple look-ahead/subsume algorithm or MMTX currently.

· NegEx – tags concepts that are negated 

· 
“There is <concept>DCIS</concept> but no evidence of <negated><concept> invasive carcinoma </concept></negated>”

· XMLizer outputs XML (based on SPIN CHIRPS schema) for upload into the SPIN node. SPIN submission software validates against CHIRPS schema and loads MySQL db.

Relevant Standards

There are four major “types” of standards we can consider 1) Software Development Standards (XML), 2) IT Commercial Standards (NT, UNIX), and Medical Language Standards (UMLS, SNOMED) and 4. Medical/Biologic Data Elements (NAACCR). In general Software Development and Commercial IT Standards are discussed in the System Design section (above). 

In this section, we will discuss Nomenclature and Data Element standards.

Component
Standards Used

Medical Data Elements


Disease Site
ICD03

Disease Histology
ICDO3

General Tumor Pathology
NAACCR (Included ICDO3 and AJCC TMN)

General Oncology Therapy
NAACCR (includes SEER)

Demographics
NAACCR (includes SEER)

Tumor Stage
AJCC TNM

Vital Status and Progression
NAACCR

Prostate Pathology
CPCTR

Prostate Pathology
NCI (including caDSR) – minor component

Breast Pathology 
CBCTR

Breast Pathology
NCI (including caDSR) – minor component

Melanoma Pathology
PCABC

Melanoma Pathology
NCI (including caDSR) – minor component

Pathology Findings
UPMC Synoptics (Includes CAP Protocols)

Tissue Banking Operations
(Local UPMC Standard)




Medical Vocabularies


Free Text Coding
UMLS

Free Text Coding
NCI Meta-thesaurus

LOINC
CP – LIS (Tumor Marker Reporting)




System Interfaces


CoPath AP LIS
Oracle Transparent Gateway to Sybase

Social Security Death Index
Quarterly CD from SS.

Mysis AP LIS
FTP Reports with Parsing

Clinical Trials Management System
Oracle Heterogeneous Services

Impac Cancer Registry
Oracle Heterogeneous Services




UML Schematics 

None

Size of project installed software base

University of Pittsburgh Health Science Tissue Bank (a distributed tissue bank)

University of Pittsburgh Cancer Registry Research Services

Fifteen other institutions use this software in three major initiatives

· Pennsylvania Cancer Alliance Bio-informatics Initiative

· Agency for Health Research and Quality Pathology Patient Safety

· Collaborative Prostate Cancer Tissue Resource

Development Environment (tools, languages, bug tracking, etc.)

Languages: Java, PL/SQL

Tools: Jclass, Jbuilder, Oracle Tools, Toad

CM: CVS

Bug Tracking: Home Grown

Does the project make use of existing standards?  

See listing above
Does other software in the community meet this need?  Is this software open source?  Can it be harnessed? 

· There are a variety of software available to meet some of these needs, and we do not expect that all sites will require all software available. However, there is no dominant player and there are no good (simple) solutions for all of the problems associated with tissue banking, especially the important and expensive issue of tissue annotation and standards.

· There are several open source projects that could be considered for parts of this project, in particular the EDRN informatics groups has developed a mapping tool that may be useful in this area.

· There are several CDE groups that may be useful in tissue banking, including the NAACCR data elements for clinical information and the CAP protocols (not real data elements). Furthermore, there are specific sets of data elements for specific tissue types such as the CPCTR and CBCTR elements.

· Finally there are distinct but parallel efforts in tissue finding such as the NCI SPIN project in which NLP is used to extract tissue and pathology data from de-identified pathology reports (See above).
Points of possible interoperability with other caBIG systems

There are a number of points of interoperability: 

· Links between the Clinical Trials Management System and the Tissue Bank warehouse. The Current OSD system receives limited data from the UPCI CTMS. Basically what clinical trials a patient is (or was) on and his current status in each trial.

· UMLS vocabulary in all caBIG Common Data Elements, even better, if the there are useful caBIG data elements in the first year, the current architecture in which the meta data dictionary (eventually a formal registry) enforces standards on applications means that if we can define caBIG approved data objects we can enforce them in our applications.

· Close contact with the architecture and CDE groups

What resources are proposed to achieve caBIG interoperability?

Central to our plan is the mapping of local elements (from local database or from local clinical systems) to a set of caBIG meta data (data elements and application definitions). Tissue bank applications will run under a meta data registry that will enforce the use of caBIG meta-data in all tissue bank applications.

Essentially the entire plan is to enforce “caBIG” standards on top of (or parallel to) local standards.

Finally, we plan to place UPMC personnel in adopter sites as needed during the caBIG initiative.

12-month work plan, with milestones to achieve caBIG interoperability

The UPMC Tissue Bank and Pathology Tools plan has three phases, which may run concurrently. Details will need to be worked out with the adopter sites.

In the first nine months, we will evaluate of tissue bank informatics needs at adopter sites. Our goal would be assure “basic” tissue banking functionality at adopter sites. If needed, we will provide components of existing UPMC systems to allow functionality equivalent to:

· Universal consent of tissue banking and data aggregation.

· Consented patient list

· Tissue Bank Inventory System

· OSD Tissue (manual) Annotation System 

· OSD Query and Display System

This functionality may (or may not) already exist at adopter sites.

In the first 9 –12  months, we will develop a set of Inventory and Annotation CDE, a set of domain application definitions, a Meta data Registry similar to the existing meta date dictionary, and a mapping engine (linked to the Registry) that will map local data elements to the caBIG elements.  This will effectively involve “hardening” the existing dictionary so that it can support CDE, Domain Application Definitions and Applications.  At the end of this phase, local data will be mapped to caBIG elements and data (in caBIG elements) can be queried and displayed through a OSD Query Engine built on caBIG elements.

In the first 9 – 12 months, we will share de-id and SPIN autocoding software so that adopter sites will be able to UMLS code archival pathology reports. In the next 12 months, we will work with adopter sites to develop mechanisms to pull clinical data directly from clinical systems such as AP LIS, CP LIS, Clinical Trials and Cancer Registry.

